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Accomplishment:

Establishing and validating general software-based methods for identifying faults during numerical computations

Objective: 

This work builds software to automatically detect faults to program data which occur during core numerical operations.  A fault affecting program code will be very likely to cause an immediate segmentation violation, which will be detected by the operating system and dealt with by  system-level software.  On the other hand, faults to data are more pernicious because if undetected, tainted data will propagate through the system unnoticed.  For example, below left is a Fourier-transformed image which has an error, shown at right, due to a single-event upset which occurred during the transform computation.  Naive sanity checks will pass over such medium-sized errors, but by exploiting the structure of core numerical computations, they can be reliably detected.
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Approach: 

Scientific codes typically spend much of their time in common numerical subroutines ​— about 70% of an NGST phase retrieval application, for example, is spent in the Fast Fourier Transform alone.  Protecting these subroutines from faults is one ingredient in an overall software-implemented fault-tolerance scheme. Our approach has been to wrap existing parallel numerical libraries (ScaLAPACK, Plapack, FFTW) with fault-detecting middleware, as shown below, to produce a user-transparent fault-detecting library.  A checksum is computed before the computation and compared with the result’s checksum.  If their difference is greater than some threshold, an error is declared.  Such schemes go under the names result-checking or algorithm-based fault tolerance (ABFT).
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As a specific example, consider the QR factorization, which is the heart of some least-squares fitting procedures.  This algorithm decomposes a matrix A  into a product of two factors
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by finding a suitable upper-triangular matrix R and orthogonal matrix Q.  But in space, the computed Q or R may have errors (like those seen above) due to single-event upsets.  The relationship (*) can be used as a check: multiply the computed outputs together and compare to A.  Unfortunately, this check takes almost as much time as repeating the original decomposition.  A far faster check, indicated above, is to find and compare the vectors
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for a probe vector w that we choose.  Because of floating-point roundoff, 
[image: image6.wmf] will not be exactly equal, so the difference must be compared to a small positive threshold 
[image: image7.wmf] to decide if an error has occurred.  

All of the tests we develop and study are based on identifying a postcondition, like (*), which the result must satisfy, and finding a quickly-computed checker for the postcondition.  As part of this work, we found and tested checkers for these operations:
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Name Signature Postcondition
Product P =mult(A, B) AB =P
QR decomposition (Q, R) =qr(A) A=0R
Sing. value decomposition (U,D,V) =svd(Ad) A=UDVT
LU decomposition (P,L,U)=1u(A) A=PLU
System solution x = solve(A, b) Ax =b
Matrix inverse B = inv(A) AB =1
Fourier transform y =fft(x) y=Wx
Inverse Fourier transform x =1ifft(y) x=n"1wTy




Accomplishments: 

Theoretical understanding:   We performed analytical work to understand how to set the numerical tolerance , introduced above, to separate errors caused by a fault from those inherent in finite-precision numerical calculations.  To distinguish these two classes of errors, we employ well-known bounds on error-propagation within linear algebraic algorithms.  We developed error propagation results to cover all eight of the operations listed in the table above.  Furthermore, a general mechanism for obtaining bounds for new operations based on the operator-specific postcondition was developed and documented.  

Testing:  Matlab-based testing has confirmed our theoretical conclusions on the efficiency/accuracy tradeoffs of the various threshold tests.  Threshold tests designed according to our methodology detect 99.9% of numerically significant faults in multiplication, QR, LU, and singular value decompositions, matrix inverse, and Fourier transforms, with zero false alarms.  (We define a numerically significant fault as one causing a relative error of at least one part in 
[image: image9.wmf] in the affected element.)  Further testing has established precise numerical values for the tolerance.  Testing is necessary for this determination, because different algorithms accumulate roundoff error at different rates. This work has been presented in several forms [1,2,3] and a full paper is in review [4].

Implementation:  The ABFT “wrapper” is similar for each subroutine to be protected; however, there are differences partly due to the conventions for data storage (results may be returned in different formats by different routines).  So for each of a set of target subroutines, a wrapper was written using the parallel algebra system as a base.  Facilities were provided for customization of system actions in the event of fault detection, e.g. retry or immediate abort.  A full set of ScaLAPACK wrappers exists, with C and Fortran interfaces, for linear-algebraic operations.  These wrappers come in two versions: the “plug-in” routines are direct replacements for their ScaLAPACK counterparts which are accessed simply by recompiling with new libraries.  The “expert” version exposes some internal structures to allow greater application speed and memory allocation control.

Some Plapack wrappers also exist for linear algebraic routines.  Finally, the Fourier operations have been implemented as wrappers around the popular FFTW package.

Integration into application:  The ABFT-hardened Fourier transform has been integrated into a rover image-segmentation algorithm with excellent results.  In initial tests where the application was subjected to both memory and register faults, the ABFT-protected portion of the software suffered from errors in only 18% of cases, as opposed to 58% in cases where the software was not ABFT-protected.  If only significant errors (i.e., those that affected the final result of the application) are considered, we find that none of the ABFT-protected tests produced erroneous final output, as opposed to 41% of the tests without ABFT.

Significance: 

We have shown the viability of the ABFT technique to detect an important class of faults in scientific computations typical of the target customer base.  Our methods follow the REE philosophy of defining a family of general techniques to adapt proven off-the-shelf software for use in space; we have made this software transparently usable without change of the application codes.  Testing indicates that 99.9% of significant faults can be detected, with zero false alarms, using our methods.  This assurance of data integrity is essential to establishing the confidence of instrument scientists and system designers in the REE computational system.

Status: 

The software we developed has been part of various REE demonstrations to sponsors and technical peers.  It exists in the form of source code and an application-transparent library.  Some of our results were presented at the June 2000 IEEE Conference on Dependable Systems and Networks [3], one of the main venues for fault-tolerant computing research.  The theoretical basis of the work, and our practical results, have been written up as a paper [4] which is in review at the IEEE Transactions on Computers.  Reviewer comments include, “The presented treatment is new, mainly in the thoroughness of the discussion, thus presenting highly usable conclusions.”  

Plans: 

It would be of great value to perform more rigorous testing in a functional testbed environment, as well as to integrate the software into more science applications.  At the same time, we are identifying opportunities to extend these techniques to other common subroutines, such as sorting, numerical integration, and differential equation solution.  Finally, our investigations have revealed a principled general-purpose method for implementing a highly robust Fourier transform fault checker — this should be investigated because the FFT is the most common operation in current application codes.
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